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Graduate Operating Systems

Prof Douglas Thain 
Midterm Exam
Short Answer: (2 points each)
Answer ALL of the following questions.
Each answer should only be 1-3 sentences.

1 – Why is it difficult for a type II VMM to implement page tables using mprotect()?

What is the solution to this problem?

2 - What is para-virtualization, and how does it differ from full virtualization?

3 - What sort of file access patterns is a log structured file system designed to handle?
What sort of patterns does an LFS not handle well?

4 – What key observation allows RAID level three to use a single check disk, whereas RAID level two can only use a single check disk?
5 - What was the most important design difference between the AFS prototype and the production system?  What observation drove this change?

6 – Give one example of how Spritely NFS improves performance by making assumptions about common user behaviors.

7 - Define “thrashing” very precisely.
8 - What is the “duality” referred to in the Mach paper?  Why is it important to Mach?
9 - What is the primary advantage of mark-and-sweep garbage collection over reference counting?  (Performance is not an acceptable answer.)

10 – The I/O Lite system is a complete kernel redesign that avoids data copying.
Briefly describe two ways that we may gain some of the benefits of I/O Lite without redesigning the whole kernel.

Long Answer (10 points each)

Answer ALL of the following questions.

A good answer can fit in the space provided.

However, use the back of the page if you need it.

(Go on to the next page.)

1 - Briefly describe the five levels of RAID.

For each level, explain what key observation leads to the next level.

2 - This question has two parts of equal value:

A – Describe the consistency semantics of AFS and Spritely NFS.
B - Give a simple example of how two processes performing basic operations (such open, close, read, and write) on the same file system would receive different results using AFS and Spritely NFS.

3 - For each of these kinds of garbage collection:

Reference Counting , Mark and Sweep, Mark and Compact, and Copying

A – Briefly describe how the algorithm works.

B – State the primary strength of the algorithm.

C – State the primary weakness and how it leads us to another mechanism.
